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Abstract— Local stereo matching algorithms based on the
adapting-weights strategy achieve accuracy similar to global
approaches. One of the major problems of these local
algorithms is that they are computationally expensive. However, algorithms with reduced computational complexity inspired by the adapting-weights strategy have been recently
proposed. In particular, the Fast Bilateral Stereo (FBS)
framework allows to obtain, with a significantly reduced
computational burden, results comparable to top-performing
local approaches based on adapting-weights. In this paper
we propose a novel framework that has two advantages: enables a further speedup of this type of algorithms along with
a slight accuracy improvement. We prove the effectiveness of
our proposal in combination with the FBS approach.
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1. Introduction
Dense stereo matching algorithms aim at determining
correspondences in two or more images of the same scene
taken from different viewpoints. Due to the large number
of application scenarios that can take advantage of 3D
information, this topic received a lot of attentions in the
last decades and extensive reviews have been proposed [1],
[2]. According to these references most approaches perform
four steps (cost computation, cost aggregation, disparity
optimization and refinement) and algorithms can be roughly
classified in local approaches and global approaches. Local
approaches use information within a finite region around the
pixel whose disparity is being computed, relying mainly on
cost aggregation. On the other hand, global approaches incorporate explicit smoothness assumptions and determine all
disparities simultaneously by applying energy minimization
techniques. These algorithms typically do not perform cost
aggregation focusing on disparity optimization.
Traditional local stereo matching algorithms are typically
faster than global approaches and have a lower memory footprint. However, they also have reduced accuracy compared
to global state-of-the-art algorithms. Neverthless, recent local algorithms based on adapting-weights [3], [4] strategy
produce results comparable to algorithms based on global
optimization techniques. Unfortunately, the computational
complexity of this latter type of local algorithms is very
high. Therefore, in recent years, techniques aimed at reducing the computational complexity of local stereo matching

algorithms based on the adapting-weights strategy have
been proposed. Unfortunately, in some cases, the reduced
complexity is also accompanied by a reduced accuracy of
the algorithm [5], [6] compared to [3], [4]. On the other
hand, in some cases the reduction of complexity does not
affect the accuracy of the results [7].
The main weakness of local stereo matching algorithms is
that they assume that all pixels that aggregate their costs have
the same disparity. This assumption results in good accuracy
in smoothly-varying disparity areas. However, the performance decreases in general near disparity edges. Adaptingweights solutions overcome this problem by assigning different weights to the pixels in the aggregation step. These
weights model the probability that two pixels belong to the
same object, having a similar disparity. Since disparities
are not known a priori, this probability is computed based
on other cues such as colour difference [3], [4] or spatial
distance [3].
One advantage of most local stereo matching algorithms
over global solutions is that, in general, the computation of
the disparity of one pixel is independent of the computation
of the disparity of other pixels. In other words, different
cost aggregation techniques could be used for each pixel
according to an estimation of which technique is optimal
for the computation of the disparity of each pixel.
In this paper we propose a new heterogeneous framework
for stereo matching. In this framework, the disparity of each
pixel can be computed with a different stereo matching
algorithm chosen from a predefined set. Heterogeneous
refers to the fact that different stereo matching algorithms
are jointly used to compute the disparities of the final
disparity map, as opposed to classical homogeneous stereo
matching algorithms in which all the disparities in the stereo
pair are computed using the same strategy. This framework
is specially effective when the set is composed of local
stereo matching algorithms in which the computation of the
disparity of each pixel is independent of the computation
of the disparity of its neighbors. In this manner, we avoid
the computation of the disparities of all pixels using the
complete set of stereo matching algorithms. In particular,
we show that the application of this framework to the Fast
Bilateral Stereo (FBS) matching algorithm [7] improves both
the execution time and the accuracy of the resulting disparity
maps.
The rest of this paper is organized as follows. In Section 2,
we review state-of-the-art local stereo matching algorithms,
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window are combined (symmetric aggregation). Then the
dissimilarity within a square window, E, between the pixels
p and pd can be expressed as
∑
p

B

q

Fig. 1: Adapting-weights strategy: the matching cost of point
q is weighted according to its spatial distance and colour
distance with respect to the central point p.
on which we will show later in this paper that the new
framework is specially effective. In Section 3 we present
our novel heterogeneous stereo matching framework. We
report experimental results in Section 4. Finally, we draw
conclusions in Section 5.

2. Related work
Traditional local stereo matching algorithms produce less
accurate results compared to global ones. This gap has been
reduced [8], [2] by recent local stereo algorithms [5], [9].
Even if the idea of aggregating costs using adapting-weights
for each pixel had been studied in several publications [10],
[11], it was in [3] where Yoon and Kweon proposed the
Adaptive-Weight (AW) aggregation method which clearly
outperformed previous local stereo matching algorithms.
It consists in aggregating costs over a fixed-size window
(35×35 in [3]), where each pixel adds its cost to the total cost
of the window with a different weight. The weight encodes
the likelihood that each pixel q belongs to the same object
than the central pixel of the window p (see Figure 1). The
pixel weight depends on two values: the colour difference
and the distance between this pixel and the central pixel
of the window. The weight is higher for pixels of a colour
similar to the central one as well as for pixels closer to
the central one. The colour difference (∆cpq ) is computed
as the Euclidean distance between the values in the RGB
colour space of pixel p and pixel q. The distance (∆gpq ) is
computed as the spatial Euclidean distance between pixel p
and pixel q. Two constants, γc and γp , respectively, are used
to modulate the relative relevance of ∆cpq and ∆gpq . The
weight, w, assigned to the cost of pixel q when the disparity
of pixel p is being computed is expressed as
))
( (
∆gpq
∆cpq
+
(1)
w(p, q) = exp −
γc
γp
During the aggregation step, the weights computed for the
pixels in the reference window and the pixels in the target

E(p, pd ) =

qϵNp ,q d ϵNpd

∑

w(p, q)w(pd , q d )e(q, q d )

qϵNp ,q d ϵNpd

w(p, q)w(pd , q d )

(2)

where pd and q d are the corresponding pixels in the target
image when the pixels p and q in the reference image have
a disparity value of d, Np and Npd are the aggregation windows, and e(q, q d ) represents the pixel-based raw matching
cost of q and q d .
In [3] pixel-based raw matching costs are computed using
Truncated Absolute Difference (TAD), which for colour
images is expressed as
e(q, q d ) = min{

∑

Ic (q) − Ic (q d ) , T }

(3)

cϵ{r,g,b}

where Ic is the R, G or B component of pixel q in the
reference image and Ic is the R, G or B component of pixel
q d in the target image. T is a truncation value. After these
raw costs are aggregated (see Equation (2)), a Winner-TakesAll (WTA) strategy is deployed for disparity optimization
(the disparity with minimum aggregated cost is selected for
each pixel).
One of the main disadvantages of AW aggregation is that it
is computationally expensive. Several authors have proposed
faster local methods inspired by the AW algorithm. Gong
et al. [5] proposed two modifications to the original AW
algorithm. First, they only use the weight term obtained
using the target image. Second, a two-pass 1D algorithm
is implemented instead of using a 2D square window for
aggregation. This second proposal reduces the complexity
of the aggregation step from O(N 2 ) to O(N ), being N the
size of the aggregation window. Richardt et al. [6] recently
proposed a new real-time local stereo algorithm based on the
AW method. They use a bilateral grid for costs aggregation,
achieving a 200× speedup over the original AW algorithm.
Essentially, AW aggregation is not performed directly on the
DSI, but on an alternative representation (the dual-crossbilateral grid) which allows a faster execution. The dualcross-bilateral grid is an extension of the bilateral grid used
to speedup bilateral filtering [12]. However, the results of
both algorithms [5], [6] are less accurate than those of the
AW algorithm [3].
Fast bilateral stereo [7] is another stereo matching technique inspired by the AW aggregation method. Execution
time is accelerated aggregating costs on a block basis instead
of on a pixel basis. This method computes approximated
weights for reference and target images on a block basis
assigning to each point within a block a single value
assuming as reference for the block the central point q.
The weight assigned to each block is computed according
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Fig. 2: Block-based adapting-weights strategy deployed by
the FBS approach: the matching cost of point q is weighted
according to the spatial distance and colour distance of the
block containing q with respect to the central point p.

to the spatial distance between the center of the block q
and the central point p and according to the colour distance
between the block with center p and the block with center
q. The colour values of each block are obtained by simple
averaging. In FBS, matching costs are computed precisely
on a block basis. It is worth to note that all block-level
computations can be efficiently implemented by means of
incremental calculation schemes such as box-filtering [13]
or integral images [14]. The block-based strategy for weight
computation deployed by FBS is depicted in Figure 2.
FBS has two interesting properties. First, it is faster than
AW stereo matching. Moreover, when it is implemented with
b = 3, FBS is not only around one order of magnitude faster
than AW, but it produces equivalent results (see [7]). Second,
the FBS algorithm adds flexibility to the AW method.
By varying b, accuracy can be traded for computational
complexity. In fact, FBS links AW [3] (FBS with b = 1)
and fixed-window [1] (FBS with one block of the same size
of the aggregation window).

3. Heterogeneous stereo matching
3.1 General method
The proposed heterogeneous stereo matching framework
consists in using not just a single but a set of stereo matching
algorithms to compute the disparity map corresponding to
a stereo pair. Lets consider, in general, that disparity is
computed based on the results of a set of n different stereo
matching algorithms. In this case, the disparity of the pixel
p of the reference frame can be formulated as
d(p) = djp (p)

(4)

where jp is the algorithm chosen from the set of n algorithms
to compute the disparity of the pixel p.
According to the previous formalization, the proposed
framework can be applied to any stereo matching algorithm.
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However, the set of stereo matching algorithms has to be
carefully selected to improve their separate performance. For
example, if global algorithms based on energy minimization
techniques are used to compute the resulting disparity map,
the n algorithms will compute the complete disparity map.
This is because energy minimization techniques compute
disparities simultaneously for all the pixels in the input
stereo pair. In this case, even if the proposed framework
can produce more accurate results than each of the stereo
matching algorithms separately, the computational complexity increases as the set of stereo matching algorithms grows.
The proposed framework is specially effective when it is
applied to algorithms in which the disparity of each pixel can
be computed independently from the disparity of other pixels
(which is the case of most local stereo matching algorithms).
In this case, the disparity of each pixel can be computed
once. As a consequence, the rest of this paper is focused
on this type of algorithms, that integrated with our heterogeneous framework enable a reduction of the computational
complexity and an improvement in accuracy compared to the
results obtained by each one of the algorithms separately.

3.2 Heterogeneous fast bilateral stereo
As it was explained in the previous Subsection, in this
paper we propose a general framework. To show its possibilities, we show a particular implementation of this framework,
called Heterogeneous Fast Bilateral Stereo (HFBS). In this
implementation we use a set of n = 2 algorithms. The
first algorithm is used to obtain a fast rough estimation of
the disparity map, with robust results in smoothly varying
disparity areas but blurred disparity edges. In a successive
step, disparity results close to disparity edges are removed.
The disparity of these pixels is then computed again with the
second algorithm used. This algorithm must produce better
results near disparity edges than the first algorithm, being
typically a slower algorithm.
FBS is well-suited for the proposed two algorithm solution. By varying the block size parameter b, speed can
be traded for accuracy. However, if we want to reduce the
complexity of AW algorithm [3] keeping the accuracy of
the results, FBS is only useful with b = 3 blocks. With
larger blocks, the accuracy of the results is not as good the
accuracy of the results of the AW algorithm. This accuracy
penalty is concentrated around disparity edges, since big
blocks near disparity edges include pixels from different
objects. However, the performance of FBS with big blocks
in smoothly varying disparity areas is even better than the
performance of FBS with small blocks. According to these
observations, FBS can be used in the proposed configuration.
The algorithm used to obtain a rough estimation of the
disparity map can be a FBS implementation with large
blocks. Then, a FBS with small blocks can be used to refine
disparity edges. This second algorithm will be much slower
than the first one. However, it will only be applied to pixels
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(c)

(d)

Fig. 3: Disparity map after each step of the HFBS matching algorithm. (a) First rough disparity map. (b) SMP and disparity
edge detection. (c) Dilation. (d) Invalidated pixels are recomputed using a more accurate algorithm.

close to disparity edges.
Our HFBS solution takes advantage of both the speed of
FBS with big blocks and the accuracy of FBS with small
blocks. In Figure 3 we show the effects of the different steps
of HFBS in the computed disparity map. It can be observed
how first, the complete disparity map is computed using a
fast (big blocks) FBS configuration. Then, inconsistent pixels
are detected using the Single Matching Phase strategy (SMP)
[15] along with a simple algorithm that detects disparity
differences between neighbors bigger than one pixel. Then,
these regions are dilated i iterations. The disparities of
these invalidated pixels are computed using a more accurate
configuration of FBS.

4. Experimental results
In this Section we evaluate the performance of the
proposed HFBS algorithm along with the performance of
the original FBS algorithm [7] and the AW algorithm [3]
according to the metric used in the Middlebury ranking
[8]. The Middlebury stereo evaluation website [8] provides
a convenient framework for evaluating the accuracy of
the reconstruction by the percentage of bad pixels in the
computation of four disparity maps using four stereo pairs
named Tsukuba, Venus, Teddy and Cones. For all the algorithms we use our own C implementation including OpenMP
1
directives to take advantage of multi-core execution. The
platform used for the experiments consists on a Intel Core
i7 X980 CPU. It contains six cores and it can process twelve
threads simultaneously. The parameters of the algorithms
are chosen according to an optimization process aiming
at obtaining the minimum average percentage of erroneous
pixels in the tested stereo dataset.
The same cost computation and disparity optimization
techniques implemented in [3], [7] are used in our experiments (TAD and WTA, previously described in this paper).
Moreover, inconsistent disparities are detected in the final
1 www.openmp.org

disparity map using SMP [15] and the invalidated disparities
are filled with the value of the first valid pixel disparity to the
left or to the right depending on the nature of the occlusion.
Finally, a 3 × 3 median filter is applied to the disparity map
to remove noise.
According to the previously described experimental setup,
we first test the behavior of FBS versus the block size parameter (b). In Figure 4a the average percentage of erroneous
pixels according to the Middlebury ranking [8] is represented
versus the computation time. In this graph, all the possible b
values for a B = 45 FBS matching algorithm are tested.
As it was previously explained in this document, FBS
becomes equivalent to AW when b = 1 and to fixed-window
when using one block of the same size of the aggregation
window. FBS provides flexibility between these two options
with several configurations faster than AW and slower than
fixed-window. As it was also previously mentioned, a FBS
implementation with b = 3 provides the most accurate
results and it is about one order of magnitude faster than its
b = 1 counterpart (AW). FBS configurations with big blocks
are not suitable for applications requiring high accuracy.
However, in our framework, these fast configurations with
big blocks are useful to compute a fast rough disparity map
where pixels near disparity edges can be refined with a more
accurate configuration of FBS.
In Figure 4b we can observe how the proposed heterogeneous framework for FBS improves both the speed and the
accuracy of all FBS configurations. HFBS (B = 45, b1 = 9,
b2 = 3) produces better results than FBS (B = 45, b = 3)
two times faster. Our heterogeneous framework allows us to
take advantage of the speed of the b = 9 configuration of
FBS along with the accuracy of the b = 3 implementation
of the algorithm. Since the slowest algorithm (b = 3) is
only computed in a subset of pixels of the complete stereo
pair, the final algorithm is considerably faster that the FBS
b = 3 configuration providing a better accuracy. Moreover,
it can be observed that a small number of dilation iterations
is needed to reach the full performance of HFBS (i = 3
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Fig. 4: Accuracy versus computation time plots. (a) FBS with different b values. (b) Comparison of FBS and HFBS with
different i values.
Table 1: Performance comparison of AW, FBS and HFBS.
Algorithm

HFBS
FBS
AW

Tsukuba
nocc
1.89
2.19
1.91

(a)

all
2.54
2.77
2.49

Venus
disc
6.56
7.41
7.80

nocc
0.39
0.38
0.38

all
0.76
0.78
0.81

Teddy
disc
3.49
3.20
3.88

nocc
9.73
9.72
10.2

(b)

all
14.7
14.8
15.3

Cones
disc
18.2
18.7
19.2

nocc
4.39
4.17
4.18

(c)

all
10.5
10.3
10.4

disc
9.90
9.67
9.65

Average
percent of
bad pixels

Comput
time
(sec)

6.92
7.01
7.19

4.74
9.25
82.0

(d)

Fig. 5: Left image of each one of the Middlebury stereo pairs. (a) “Tsukuba” images. (b) “Venus” images. (c) “Teddy”
images. (d) “Cones” images.

iterations in this case). Please note that when i = 0 HFBS
is not equivalent to FBS with b = 9. Even if edges are
not dilated, SMP and edge detection is still performed and
invalidated disparities in those areas are recomputed using
the FBS algorithm with b = 3 blocks (invalidated pixels for
Venus without dilation can be observed in Figure 3b).
Figure 5 contains the left image of the tested Middlebury
stereo pairs (Tsukuba, Venus, Teddy and Cones). Figure 6

contains the disparity maps for FBS (B = 45, b = 3, γs =
19, γc = 16, T = 80), AW (B = 45, γs = 14, γc =
24, T = 70) and our HFBS (B = 45, b1 = 9, b2 = 3, γs =
16, γc = 13, T = 80, i = 3) algorithm. Table 1 reports
the result of these same three algorithms according to the
Middlebury metric along with the measured computation
time. The results displayed in Figure 6 and Table 1 confirm
that FBS produces slightly better results than AW around
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(a)

(b)

(c)

(d)

Fig. 6: Disparity maps computed by HFBS (upper row), FBS (middle row) and AW (lower row). (a) “Tsukuba” images. (b)
“Venus” images. (c) “Teddy” images. (d) “Cones” images.

nine times faster. Our HFBS algorithm further improves the
accuracy of the results of FBS and reduces the computational
complexity around two times.

5. Conclusions
In this paper, we propose a novel framework for stereo
matching. The new framework can be applied to any stereo
matching algorithm. However, it is specially well-suited for
those in which the computation of the disparity of each pixel
is independent of the computation of the disparity of other
pixels (most local stereo matching algorithms).
We show the effectiveness of this framework when implemented along with a state-of-the-art local stereo matching
algorithm. The heterogeneous framework allows to greatly
reduce the computational complexity and to improve the
accuracy of the fast bilateral stereo matching algorithm.
The heterogeneous framework allows to use accurate but
slow local stereo algorithms only in the regions where high
accuracy is required (near disparity edges). In the rest of
the stereo pair, disparities can be computed with faster local
stereo matching algorithms.

Given the performance of the proposed HFBS, we are
working on new possible implementations of the heterogeneous framework to improve the accuracy and to reduce
the computational complexity of other state-of-the-art local
stereo matching algorithms.
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