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Abstract

The ever-increasing speed of current general purpose
processors, together with architectural enhancements such
as multimedia-oriented instruction set extensions, allow for
deploying standard PC-based systems in a number of com-
putationally intensive computer vision tasks. This paper de-
scribes the PC-based real-time stereo vision system devel-
oped within the VIDET project, which is a research project
aimed at the development of a mobility aid for the visu-
ally impaired. VIDET’s approach consists in the conversion
of depth data gathered through a stereo vision system into
a 3D model perceivable by the user by means of a wire-
actuated haptic interface. The developed stereo matching
algorithm makes massive use of recursion and multime-
dia instructions to achieve the performance figures needed
to sustain user’s real-time interaction with the 3D model
through the haptic interface.

1. Introduction

Due to the impressive pace of growth of their compu-
tational power, current general purpose processors are in-
creasingly regarded as viable and cost-effective execution
platforms for a number of vision tasks that only a few years
ago were considered the natural target for parallel archi-
tectures or dedicated hardware solutions. The remarkable
speed of current general purpose processors results from
technological advances as well as architectural enhance-
ments. As for the latter ones, vision tasks are particularly
suited to deploy the SIMD parallel processing capabilities
provided by many general purpose architectures in the form
of enrichments of the instruction set referred to as Multime-
dia Extensions [14, 18, 19, 13, 17, 16].

One relevant example of such a trend is the pattern
finding task: pattern finding systems provided nowadays
by the major producers are pure-software, PC-based sys-

tems running faster than the previous-generation, hardware-
accelerated ones. In this paper we address another tradi-
tional “hard” vision task, namely area-based stereo match-
ing, and report on the development of a real-time, PC-based
stereo system within the VIDET project.

VIDET (VIdeoDEcoder byTouch) is a research project
active at the University of Bologna and aimed at developing
and testing a complex wearable system capable of provid-
ing a visually impaired user with a virtual 3D model of a
portion of the surroundings [2, 4, 1]. The 3D model is ob-
tained using a stereo vision system and is perceived by the
user through a tactile sensation provided by a wire-actuated
“haptic-interface” capable of constraining the movement of
her/his finger according to the shape of the model. Basi-
cally, the user should be able to interact with the surround-
ings by “touching” a scaled, “bas-relief” model of the scene
built upon the depth map recovered by the stereo system.
Figure 1 illustrates VIDET basic idea and shows a 3-wire
haptic interface, developed within the project and currently
used, together with a second 1-wire device, in our labora-
tory experiments.

Figure 1. The VIDET system



2. Stereo Matching Algorithm

Stereo-matching algorithms can be classified into area-
based and feature-based. Areas-based algorithms produce
dense depth maps but are computationally very expensive.
On the other hand, feature-based algorithms are potentially
faster, and also more robust, but can yield only sparse depth
maps. Since VIDET’s stereo system should be able to pro-
vide a depth map as dense as possible, so as to build a model
of the environment which enables perception of scene’s
structure by tactile exploration, our choice has fallen on
area-based matching.

The algorithm developed within the VIDET project, re-
ferred to as Videt Stereo Algorithm and abbreviated as
VSA, can be summarised as follows. First, the two images
are preprocessed in order to compute the mean and vari-
ance of the intensity distribution in a small window centred
at each pixel. Then, the mean-value images are subtracted
to the original images. This normalisation step is useful to
compensate for possible gray-level variations due to slightly
different settings of the cameras.

The normalised images are then matched based on the
SAD (Sum of Absolute Differences) similarity criterion. It
is well known that the set of matches obtained at this stage
by an area-based algorithm may be highly unreliable and
therefore a validation step must be incorporated into the al-
gorithm to increase robustness. Among the major sources
of matching errors are occlusions, low-textured regions and
repetitive patterns.

Validation is typically done by exploiting, besides the
epipolar constraint, additional matching constraints. Those
included in VSA’s validation step consist in checking
matches’ left-right consistency [6], in discarding matches
found in poorly-textured areas and in accepting a unique
match per each pixel. The left-right consistency check
performs well in eliminating wrong matches due to occlu-
sions and may partially deal with those generated in poorly-
textured regions. However, as for uniform regions, the
safest solution is to reject all matches found at points ex-
hibiting poor local texture. Therefore, we estimate local
texture by the variance of the intensity distribution, which
is computed and stored in the preprocessing step, and dis-
card matches found at points where the variance is below a
threshold. The stereo imaging geometry ensures that, with
the exception of occluded objects, there must be a unique
match for each pixel. Hence, when a correspondence be-
tween two pixel has been established we make them no
longer available for further matching. This simple con-
straint is effective in presence of repetitive patterns.

VSA’s resolution in disparity measurements was initially
1-pixel. However, experiments aimed at evaluating the de-
gree of tactile perception achievable through VIDET have
pointed out the need of sub-pixel resolution. Therefore, an

interpolation step providing disparity measurements at1
4 -

pixel follows validation in current VSA version.
Since the validation step rejects potentially wrong

matches, the disparity maps obtained at this stage typically
contain unmatched points. This can be handled by pro-
viding a “complete” disparity map together with a “con-
fidence map” [7] or by marking with a special label the
low-confidence (i.e. unmatched) points in the disparity map
[12]. However, in the VIDET system the actual 3D model
of the scene is built on top of the disparity map by means
of a fast Delaunay-like triangulation algorithm [5] which
requires disparity values to be defined at every location of
the pixels grid. To accomplish this, we propagate the avail-
able disparity information by means of a linear interpolation
scheme incorporating a disparity-gradient constraint aimed
at preserving depth discontinuities.

3. VSA’s Optimisation

Initially, VSA was coded in C and used only in “static
experiments”, i.e. experiments in which the depth map ex-
tracted by the vision system was stored on disk and explored
at a later time with the haptic device. These experiments
were aimed at assessing the degree of haptic perception pro-
vided by VIDET in the case of simple, static scenes (e.g. de-
tection of objects from background, determination of rela-
tive distances between objects, recognition of simple shapes
..).

However, we were also very interested in “dynamic
experiments”, aimed at evaluating the ability to perceive
promptly changes in scene’s structure due to motion (e.g.
the presence of a new obstacles). Dynamic experiments re-
quire real-time interaction between the stereo system and
the haptic device, with the stereo system continuously up-
dating the depth map under exploration. In such a context,
the depth map should be updated as rapidly as possible (ide-
ally, at video-rate) since the faster the disparity frame- rate
provided by the stereo system the higher the suddenness
with which the user can perceive the changes in the scene.

Since VSA basic C-implementation was far too slow to
meet the real-time requirements of dynamic experiments,
we carefully and extensively optimised the initial imple-
mentation. The optimisation process, discussed in this sec-
tion, has been based on two stages: first we have massively
deployed recursion [15, 11] throughout all the computation-
intensive algorithm’s steps, so as to minimise the amount
of new calculations to be executed at each new point (or
disparity-value). This stage, referred to as Computational
Optimisation, lead us to an optimised C-version which, as
we will show in Section 4, turned out to be remarkably fast.
Then, we have achieved additional speed-up by using the
Multimedia Extensions of the Pentium architecture to ex-
ploit the data-parallelism embedded into large parts of the



optimised C-code. The final result is a very fast VSA im-
plementation, now used successfully in VIDET’s dynamic
haptic-perception experiments.

3.1. Computational Optimisation

The most expensive task performed by VSA is the com-
putation of SAD scores, which are needed to carry out the
direct matching as well as the reverse matching required by
the left-right consistency check.

Figure 2. Recursive Calculation of SAD
scores

Suppose thatSAD(x; y; d) is the SAD score between a
window of size(2n+1)�(2n+1) centered at coordinates(x; y)
in the left image and the correspondent window centered at
(x+ d; y) in the right image:

SAD(x; y; d) =
nX

i;j=�n

jL(x+ j; y + i)�R(x + d+ j; y + i)j

(1)

Observing Figure 2 it is easy to notice thatSAD(x; y+1; d)

can be attained fromSAD(x; y; d):

SAD(x; y + 1; d) = SAD(x; y; d)

+ U(x; y + 1; d)
(2)

with U(x; y+1; d) representing the difference between the
SADs associated with the lowermost and uppermost rows of
the matching window (shown in light-gray in Figure 2):

U(x; y + 1; d) =

nX

j=�n

jL(x+ j; y + n+ 1)� R(x+ d+ j; y + n+ 1)j �

nX

j=�n

jL(x+ j; y � n)�R(x + d+ j; y � n)j

(3)

Furthermore, it turns out thatU(x; y+1; d) can be attained
recursively fromU(x� 1; y+ 1; d) by simply considering the
contributes associated with the four points shown in dark-
gray in Figure 2:

U(x; y + 1; d) = U(x� 1; y + 1; d) +

jL(x+ n; y + n+ 1) �R(x + d+ n; y + n+ 1)j �

jL(x� n� 1; y + n+ 1)� R(x+ d� n� 1; y + n+ 1)j �

jL(x+ n; y � n)� R(x+ d+ n; y � n)j+

jL(x� n� 1; y � n)�R(x + d� n� 1; y � n)j

(4)

This allows to keep complexity small and independent
of the size of the matching window: only four elementary
operation are needed to obtain theSAD score at each new
point.

The computational scheme of equations (2),(4) makes
use of a “vertical” recursion to obtain the SAD and of
a “horizontal” recursion to obtain the updating term,U .
Hence, it requires storing theSAD scores associated with
the previous row (W � dr values, ifW is the width of the
image anddr = dmax � dmin the disparity range) and the
dr values ofU associated with the previous point. Alter-
natively, it is possible to exploit a horizontal recursion to
obtain the SAD and a vertical recursion to obtainU , this
implying storing theU values associated with the previous
row and the SAD values associated with the previous point.
Yet, the former approach is much more suited to a stereo
matching algorithm that, like VSA, embodies the left-right
consistency check since storing the SAD values for an entire
row enables to carry out the check without any additional
SAD calculation.

As mentioned in Section 3, VSA’s preprocessing step re-
quires computation of the mean and variance of the two im-
ages. Considering for example the left image, and posing
N2 = (2n + 1)(2n + 1), the mean is given by

�(x; y) =
1

N2

nX

i;j=�n

L(x+ j; y + i) =
1

N2
S1(x; y) (5)

while the variance can be expressed as [3]

�2(x; y) =
1

N2

nX

i;j=�n

L(x+ j; y + i)2 � �2(x; y)

=
1

N2
S2(x; y)� �2(x; y)

(6)

Since equations (5) and (6) rely on the same basic op-
eration, namely scanning the image and summing-up inten-
sities - or squared intensities, it can be easily verified that
also the computation of mean and variance can be carried
out recursively using the following schemes:



S1(x; y + 1) = S1(x; y) + US1
(x; y + 1) (7)

US1
(x; y + 1) =

nX

j=�n

(L(x+ j; y + n+ 1) � L(x+ j; y � n))
(8)

US1
(x; y + 1) = US1

(x� 1; y + 1) +

L(x+ n; y + n+ 1) � L(x� n� 1; y + n+ 1)�

L(x+ n; y � n) + L(x� n� 1; y � n)

(9)

S2(x; y + 1) = S2(x; y) + US2
(x; y + 1) (10)

US2
(x; y + 1) =

nX

j=�n

�
L(x+ j; y + n+ 1)2 � L(x+ j; y � n)2

� (11)

US2
(x; y + 1) = US2

(x� 1; y + 1) +

L(x+ n; y + n+ 1)2 � L(x� n� 1; y + n+ 1)2 �

L(x+ n; y � n)2 + L(x� n� 1; y � n)2

(12)

3.2. Exploiting Data-Parallelism by Multimedia Ex-
tensions

VSA exhibits a quite regular, data-parallel computational
structure, which allows to deploy the SIMD (Single Instruc-
tion Multiple Data) parallel processing capabilities pro-
vided by state-of-the-art general purpose microprocessors.
These basically provide the concept ofsub-wordor packed
parallelism[14, 13]: a word (i.e. the standard unit of com-
putation) is seen as a group of smaller data items (typically
8 or 16 bit data) which can be processed in parallel using
SIMD instructions.

Since VSA runs on a Pentium PC, our target Multime-
dia Extensions has been Intel’s MMX-technology [18, 8].
To speed-up the optimised-C program we have carefully
profiled the code using a performance evaluation tool (i.e.
VTUNE [9]) and then rewritten all the critical sections
exhibiting data-parallelism using in-line Assembly with
MMX instructions. In the remainder of this section we ad-
dress the major topics concerning MMX-mapping of VSA
code.

MMX-technology provides eight 64 bit registers, re-
ferred to as MM0: : : MM7, supporting packed parallelism

and a set of 57 SIMD instructions. In the context of pixel-
oriented calculations, a particularly interesting feature pro-
vided by MMX is saturation arithmetic, which automati-
cally handles overflows associated with arithmetic opera-
tions on packed data by clamping results to the nearest rep-
resentable number. As far the SAD computation is con-
cerned,saturation aritmeticis typically deployed to effec-
tively parallelise the evaluation of absolute differences [10];
in fact, assuming that registers MM0 and MM1 have been
packed with eight data representing 8-bit pixel intensities, it
is possible to obtain eight absolute differences by comput-
ing two parallel saturated differences and thenORing the
results:

; the eight pixels in MM0
; are copied into MM2
MOVQ MM2, MM0
; saturated differences,
; negative results are set to 0
PSUBUSB MM0, MM1
; saturated differences,
; negative results are set to 0
PSUBUSB MM1, MM2
; parallel OR
POR MM0, MM1

Let’s consider now the recursive method adopted in VSA
to carry out the SAD computation. For each point(x; y + 1)

and disparity value,d, we need to evaluate the following 4
absolute differences:

A(x; y + 1; d) =

jL(x+ n; y + n+ 1)� R(x+ d+ n; y + n+ 1)j

B(x; y + 1; d) =

jL(x� n� 1; y + n+ 1) �R(x + d� n� 1; y + n+ 1)j

C(x; y + 1; d) =

jL(x+ n; y � n)�R(x + d+ n; y � n)j

D(x; y + 1; d) =

jL(x� n� 1; y � n)� R(x+ d� n� 1; y � n)j

which are associated with the 4 dark-gray points of
Figure 2. Since the points of the right image involved
in the computation ofA(x; y + 1; d), B(x; y + 1; d),C(x; y +

1; d),D(x; y + 1; d), with d varying within
�
dmin; dmax

�
, are

stored in successive memory location, for each ofA;B;C;D

we can calculate in parallel 8 values ( i.e.A(x; y+1; d : : : d+

7), B(x; y+1; d : : : d+7), C(x; y+1; d : : : d+7),D(x; y+1; d : : : d+

7)) using the previous parallel absolute difference scheme
by preliminarily filling an MMX register with 8 copies of



the corresponding pixel belonging the left image. For ex-
ample, consideringA, we load MM1 from memory with
R(x + d + n; y + n + 1):::R(x + d + n + 7; y + n + 1) and fill
MM0 with 8 copies ofL(x + n; y + n + 1). The pixel-filling
operation can be executed effectively within the CPU using
MMX instructions.

It is also worth pointing out that, for each of the
A;B;C;D calculations, the pixel-filling operation must be
carried out only one time at each(x; y + 1) position.
Then, for all A;B;C;D, we can executedr=8 times the
parallel absolute differences operation to obtain vectors
A(x; y+1; dmin : : : dmax), B(x; y+1; dmin : : : dmax), C(x; y+
1; dmin : : : dmax), D(x; y + 1; dmin : : : dmax). These are used
to compute in parallel vectorU(x; y + 1; dmin : : : dmax),
which, as shown in the previous section, is needed to cal-
culate the actual SAD values. Assuming that the register
pair MM0-MM1 contains eight successiveU values (which
are 16 bit data) andMM2 eightA values, the following code
fragment shows howU is updated in parallel:

; MM2 is copied into MM3
MOVQ MM3,MM2
; set to 0 register MM5
PXOR MM5,MM5
; converts to 16-bit the
; 4 "low" 8-bit sub-words in MM1
PUNPCKLBW MM2,MM5
; converts to 16-bit the
; 4 "high" 8-bit sub-words in MM2
PUNPCKLBW MM3,MM5
; parallel ADD betwen MM2 and MM0
PADDW MM0,MM2
; parallel ADD betwen MM3 and MM1
PADDW MM1,MM3

Also the recursive computation of the mean and the
variance, equations (9) and (12), can be parallelised using
MMX instructions. From Figure 2 it can be noticed that the
four points used to updateUS1 , US2 at (x; y+1) are adjacent
in memory to those used to updateUS1 , US2 at (x+1; y+1).
This allows to perform in parallel the operations needed to
obtain the terms appearing in square brackets in (12),(9) for
8 successive points read from memory as a64 bit block.
However,US1 andUS2 cannot be updated simultaneously
due to the constrained calculation order associated with the
recursive scheme.

Another critical section of the scalar code turned out to
be the detection of the SAD minimum. Since the search for
the minimum consists in comparing each SAD value against
the current minimum, it implies as many asdr branch in-
structions at each(x; y) position. This considerable amount
of branches tends to yield a high number of mispredictions

which in the Pentium architecture significantly slows down
the execution.

Therefore, we have tried to keep the number of branches
as low as possible by using MMXpacked compareinstruc-
tions. These individually compare the sub-words packed
into two MMX registers and generate a set of ”sub-word”
masks which can be used to isolate the candidate minimum
by means of parallel logical operations. Thanks to this ap-
proach it is possible to perform the search for the minimum
by a small and fixed (i.e. independent of the disparity range
size) number of branches.

Hence, let’s suppose that register pair MM0-MM1 con-
tains eight16 bit SAD values. Furthermore, since we are in-
terested in detecting the location of the minimum within the
disparity interval, let’s suppose also that MM2-MM3 con-
tains the indexes, loaded from a constant vector initialised
at algorithm’s startup, associated with the SAD values in
MM0- MM1. Then, the following code fragment enables
to isolate, respectively in MM4 and MM6, the values and
the positions of a set of four candidates which necessarily
includes the minimum (within the examined disparity inter-
val).

; MM0 is copied into MM4
MOVQ MM4,MM0
; 1-mask in the sub-words
; where MM0 > MM1
PCMPGTW MM0,MM1
; select candidates from MM1
PAND MM1,MM0
; select candidate indexes
PAND MM3,MM0
; copy MM0 mask in MM6
MOVQ MM6,MM0
; select candidates from MM4
PANDN MM0,MM4
; candidate indexes
PANDN MM6,MM2
; update MM4 with the scores
; of the four candidates
POR MM4,MM1
; update MM6 with the indexes
; of the four candidates
POR MM6,MM3

The process can be iterated so as to examine all the dis-
parity range and to end-up with two MMX registers contain-
ing the SAD values and the indexes of the four candidates
associated with the entire range. At this stage only three
branches are needed to detect the minimum, together with
its position within the disparity range.



4. Experimental results

VIDET’s imaging system is an integrated Stereo-Head
(STH-V1) by Videre Design [20], which consists of a com-
pact motherboard with two carefully aligned, genlocked,
320 x 240 pixels, CMOS cameras. STH-V1 features a
“line-interlace” operation mode in which alternate horizon-
tal lines from each camera are combined into a single NTSC
video signal. This allows to acquire images simultaneously
from the two cameras using a single frame-grabber. VSA
runs on a Pentium III 500 MHz PC connected to the stereo
imaging system through a PCI frame-grabber.

VSA has been tested extensively with stereo pairs cap-
tured with the Stereo-Head, as well as with standard test-
images available on the Web. We show here an example of
the typical results obtained using the Stereo-Head. An ex-
tensive collection of experimental results can be found at
http://labvisione.deis.unibo.it/˜ smattoccia/.

Figure 4 shows the left image of a stereo pair together
with the disparity map obtained by VSA on a central win-
dow of the input image. Disparity values are encoded with
256 gray-levels, with brighter levels representing points
closer to the camera. The map reproduces correctly the ba-
sic 3D structure of the scene: the person’s figure appears
closer to the camera than the background and the depth gra-
dient between the hand and the body has been recovered
neatly. Although hardly visible due to the small resolution
associated with disparity-based depth estimation of far ob-
jects, the map encodes also the depth gradient between the
second person and the background.

Figure 3. Left Image of the Stereo Pair.

As already discussed, the stereo algorithm has been opti-
mised so as to meet VIDET’s real-time requirements. Ta-
ble 1 reports VSA’s performance in terms of frame-per-
second (fps) for two different disparity-map sizes and dis-
parity ranges (16,32).

Figure 4. Disparity Map.

d=16 d=32
320x240 Optimised C 7.16 fps 4.59 fps
320x240 Optimised C+MMX 16.14 fps 10.16 fps
128x128 Optimised C 22.39 fps 13.6 fps
128x128 Optimised C+MMX 45.67 fps 26.67 fps

Table 1. VSA’s Performance.

The first size we have considered corresponds to the for-
mat provided by STH-V1 in line-interlace mode: images
coming from the stereo-head are digitised into the standard
NTSC format (640x480) and then de-interlaced to obtain
two 320x240 pixels stereo images. The second, 128x128
pixels, is the disparity-map size currently supported by
the haptic device control-system and hence is that used in
the context of VIDET’s current dynamic perception experi-
ments.

As far as these experiments are concerned, the results
achieved so far show that the stereo system is fast enough
to allow prompt tracking of the variations of depth associ-
ated with motion in simple dynamic scenes. For example,
if an object under exploration is suddenly moved farer from
the cameras the user feels promptly that he has some free-
space in front of the finger and can move it forward until
he touches the object again in the new position. Similarly,
with the same suddenness, if the object is brought nearer
to the cameras the user feels an increasing tension on the
wire that tends to move the finger backwards, until he can
touch the object in the new position. An example of these
results can be seen in the movievidet-09.mpg, available at
http://labvisione.deis.unibo.it/˜ smattoccia/.



5. Conclusion

We have described the stereo algorithm currently used
within the VIDET project, with emphasis on the optimi-
sation strategies which lead us to a very fast implementa-
tion on a general purpose processor with Multimedia Exten-
sions. One fundamental optimisation has been the massive
deployment of recursive computation schemes, which en-
abled us to minimise the amount of calculations required at
every new pixel and disparity value. By deploying recursive
computations we turned the basic, slow, C-implementation,
which could require seconds to deliver a new disparity map,
into a remarkably fast one, capable of delivering frame-rates
as high as 22.39 fps (with a disparity map size 128x128 pix-
els and a disparity range 16 pixels). Then, we made use
of the Multimedia Extensions of the Pentium architecture
to parallelise large sections of the optimised C-code. This
yielded an implementation which is approximately twice
faster. As a result, the Videt Stereo Algorithm is now capa-
ble of generating 128x128 pixels disparity-maps at NTSC
video-rate (with a disparity range of 16 pixels), or at nearly
video-rate (with a disparity range of 32 pixels) running on a
Pentium III 500 Mhz.

This performance allows for integrated, real-time oper-
ation of the overall VIDET system. Dynamic experiments
with simple scenes show that the system enables prompt
tracking of the depth variations associated with motion. An
extensive program of experiments is currently going on at
DEIS in the context of the VIDET project. As for dynamic
experiments, all of the 22 users which so far have been in-
volved in the program have been able to promptly follow
the movements of an object, which was placed in front of
the cameras and rapidly moved in various directions.
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